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LIFE AFTER MOORE’S LAW

40 Years of Microprocessor Trend Data

The End of Road for General Purpose 1.1X per year .
Processors and the Future of =

Computing

i ——

[ ]
1.5X per year

'.'. [] e
Single-threaded perf
1980 1990 2000 2010 2020

Original data up to the year 2010 collected and plotied by M. Horowitz, F. Labonte,
0. Shachamy, K. Dlukotun, L. Hammond,-and C. Batten New plot and data collected
for 2010-2015 by K. Rupp

RISE OF GPU COMPUTING

-
3 -
107 GPU-Computing perf 1000X
1LI¢ 1.5X per year by
APPLICATIONS A " / o
ALGORITHMS 10° 1.1X per year
—-— -

SYSTEMS 104

10°
10% .
R ]
Single-threaded perf
ARCHITECTURE 1980 1990 2000 2010 2020

Originzl data up to the year 2010 collected and plotied by M. Horowitz, F. Labonte,
0. Shacham, K. Dlukotun, L. Hammaend, and C. Batten New plot and data collected
for 2010-2015 by K. Rupp
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RISE OF GPU COMPUTING

.. .. .

2012 017 012 2017
GTC Attendees GPU Developers CUDA Downloads
3Xin 5 Years 11Xiin 5 Years in 2016

MOST ADOPTED PLATFORM FOR
ACCELERATING HPC

All Top 10 HPC Apps Accelerated
Gaussian
ANSYS Fluent
GROMACS
Simulia Abagus
NAMD DGX SATURNYV
WRE Fastest Al supercomputer in Top 500

i TITECH TSUBAME 3
OpenFOAM Japan's fastest Al supercomputer

LS-DYNA : 3
Piz Daint
AMBER Powered by P100% sets DL scaling record

450+ GPU-ACCELERATED DEFINING THE NEXT GIANT WAVE IN
11X GPU DEVELOPERS APPLICATIONS HPC
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SUPERCOMPUTERS DESIGNED FOR DATA SCIENCE
AND COMPUTATION SCIENCE

!GREEN Tsubame3 | s

5 1 #1 on Green500,
= June 2017

Tokyo Tech's Tsubame 3
will be AI/HPC hybrid

DatacenterDynamics

JAPAN KEEPS ACCELERATING WITH TSUBAME 3.0 Al SUPERCOMPUTER
February 17,2007 Timoty Pricken Morgas s HF\TPL&TFDHM

Next-Generation TSUBAME Will Be Petascale
Supercomputer for Al
Michal Feidman | Faaruary 18, 2047 0004 CET tllis00

TSUBAME 3.0 delivering 47.2
Petaflops at half-precision set for NVIDIA's broad Al ecosystem will enable Tokya Tech to begin training TSUBAME3.0 immediately
Al Computing using 2,160 P100 to help us more quickly solve some of the world's once unsolvable problems.’

SMX Satoshi Matsuoka, Prof Computer Science, TiTech & Project lead Tsubame 3

ABCI(Al BRIDGING CLOUD INFRASTRUCTURE)

/ ABCT open innovtien plasiorm \ National Institute of Advanced

Fg nnRei_ inwsmenttor Al RaD g sk Industrial Science and
oﬁﬁ;ﬂ wy sy msacems | | T€Chnology (AIST) in Japan will
. offer cloud access to compute
Launching business :
o (53 : andl storage capacity for
2ae Jonpe artificial intelligence and data

Big Data » Tochnalogy vansfor analytics workloads

Commen Al Flatform  Vond
Commen Modules > ixt

Common Data/Models /

2L AIST ;\.’ Al Cloud design,
S iRC , a

Computing
Varlous . Power
Al companies Big Data Holders ==y

4352x Tesla V100
550PFLOSP with half precision (TensorCore + CPU)
37PFLOPS with Double precision
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TESLA PLATFORM

Leading Data Center Platform for HPC and Al

e IS ANSYS 55 simunia
= Microsoft nVIDIA .

DIGITS Frices gngw.n}glg_‘ W

Al TRAINING & INFERENCE HPC

cuBLAS NCCL DeepStream CICss @ P{,l

o
TensorRT S2K Fortran OpenACC
DEEP LEARNING SDK COMPUT s

GPU

HOW GPU ACCELERATION WORKS

Application Code
——)
/ | —
 —
Compute-Intensive Functions | | [
— _— Rest of Sequential
5% of Code CPU Code
:
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OPENACC

World’s Only Performance Portable Programming Model for HPC

ARM
PEZY
POWER

main()

sasr il el
Sunway
x86 CPU

x86 Xeon Phi

NVIDIAGPU

<parallel code>

Simple Portable

LSDALTON

Lines of Code Modified

# of Weeks Reguired

Powerful

Speedup vs CPU

TESLA V100

Googlenet Training Performance
{Speedup Vs KBO|
100x B
V100
culi

80x 7
‘;0" .

5,120 CUDA cores
640 NEW Tensor cores

7.5FP64 TFLOPS | 15FP32 TFLOPS

120 Tensor TFLOPS

foy
17
20MB SMRF | 16MBCache | 16GBHBM2 @
900 GB/s Over 80x DL Training
Performance in 3 Years
300 GB/s NVLink

3X Faster DL Training Performance

LSTM Training
(Neural Machine Translation)

X X100
Lell]

0 10 20

3X Reduction in Time to Train
Over P100

Multi-Node Training with NCCL2.0
(ResNet-50)

SXV100 - 7.4 Hours

40V100 ' 1 Hour

0 5 10 15

85% Scale-Out Efficiency
Scales to 64 GPUs with Microsoft
Cognitive Toolkit

: W 28N
.m CHCR mmﬁWIh
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VOLTA DELIVERS 3X MORE INFERENCE THROUGHPUT

Low Latency performance with V100 and TensorRT

3x more throughput at 7ms latency with V100

(Reshet-50)
5,000 -
o "
g 3X 7ms
¢ 4,000 - =
w
Q
o
: E 3,000 -
E:Lnrea? TensorRT §°”I'Pt‘,1ed =
o | eal-time 9
Network Fuse Layers Network 2
Compact o 2,000 -
thlim:e Premgon P e
(FP32, FP16, INT8) 2 ,
‘gﬂ 1,000 - =
ms
2
i 33ms .
0 A P

CPU Tesla P100  TeslaP100  Tesla V100
(Tensorflow) (TensorRT)  (TensorRT)

DEEP LEARNING IS VITAL TO HPC

o X
B 2 929%

believe Al will impact their work

93%

using deep learning seeing positive results

‘?ﬂnade
HPC
Monitoring Effects of Carbon Minute-by-minute insideHPC.com Survey
and Greenhouse Gas Emissions Al Weather Forecasting November 2016
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NVIDIA DEEP LEARNING SOFTWARE PLATFORM

INFERENCE

S.re
Data :
... Management i Data center TRE ey
s R0-0
.t oY,
T 200
™ s
Training Trammg Trained Neural > ‘E § %D El
Data . Network ! [0} i
Embedded JETPACK SDK
Madel
Assessment
E 0 : L o -
S > 4 PYTORCH = =
== : it xne ,
Caffez  Chainer oot Ensaol theano Autometive DriveWarks SDK

NVIDIA DEEP LEARNING SDK and CUDA

<D CUSPARSE TensorRT DeepStream SDK
Lo LY — —1
- D o £ L S
LTy o D ! mm
'r"u _:_.I“’ = B :
A, oo/ deep-learmin T e

NEURAL NETWORK COMPLEXITY IS
EXPLODING

To Tackle Increasingly Complex Challenges

Super Human Super Human Near Human
Image Recognition Voice Recognition Language Translation

2015 2016 2017
ResNet Deep Speech 2 Multiple Language Translation
{Microsoft) (Baidu) (Google)
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RESNET-50 FP32 PERFORMANCE

u Caffe m(Caffe? mTensorFlow mMXNet mTorch ®CNTK = Chainer

285 8E88EBEBE &

lImages per second

(=]

1GPU 2GPU 4GPU 8 GPU

A(30/ 27 : DGX-1 Withi Botch Size=64 per GPU.  Chainer numbers are greliminary. 17 <2 nVIDIA,

ENABLING ACCURATE INFERENCE IN REAL TIME

Inference Execution Time (ms) with VGG-19
ms
500 2

400 /
Xeon EW
Medium NN (GooglLenet) 300

Small NN (Alexnet 200
(Alexnet) 0 -

Large NN (VGG-19)

Accuracy

Traditional Model Real Time Region ,.,

P4

P40
1 2 3 4 5 i 7 8 9 10
Inference Batch size

Amount of Data ———

Inference execution time 18 <25 NVIDIA,

£ 7€ MEASUY
HAeon uses MRL 2017 GOLD with FPIZ, GPUuses TensarAT internd development ver,
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REDUCED PRECISION FOR INFERENCE

16 bits is a good spot

= Multiply Energy (pJ

©Prediction Accuracy

4.0

%‘\
308
20 @

32b Float

32b Int

16b Int

Arithmetic Precision

8b Int

0.0

9 <55 NVIDIA,

NVIDIA PARTICIPATION IN FRAMEWORKS

Early 2015

Late 2015

v

Mid 2016

Early 2017

7 “ZnviDia,
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ACCELERATES ALL FRAMEWORKS

lirac "

I\‘.\k\_,." dallll

\Jc

[\LW

I a 'li—; e rron
45x% =
= 18 hrs Training on 8 x P100 SMX
X
70X Pascal 35x
60X / 30x
50X / 25%
- f 20x
30 f‘ i,
o Maxwell / 10x
10% Kepler _ﬁﬁ_f" 5x ] Egﬂtzt;gm_t
X S— 1x S EOHIN
4 weeks)
2013 2014 2015 2016 = . N & : - N
& e © & K
: & & (7 d d
65X in 4 yrs ¢S <&V
TensorRT

NVIDIA DEEP LEARNING SDK

Powerful tools and libraries for designing and
deploying GPU-accelerated deep learning applications

High performance building blocks for training and
deploying deep neural networks on NVIDIA GPUs

Industry vetted deep learning algorithms and linear
algebra subroutines for developing novel deep neural
networks

Multi-GPU and multi-node scaling that accelerates training
on up to eight GPU

cuDNN

NCCL
GPUy foeuz:

@I " D

DeepStream SDK

Falonez
'.L.\‘::'_""

| pven
| HVENL o

cu5 PARSE

“ We are amazed by the steady stream

of improvements made to the NVIDIA
Deep Learning SDK and the speedups

that they deliver.”
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WHAT’S NEW IN DIGITS 6?

Train TensorFlow Models Interactively with
DIGITS

Model Store
(oL
“

NVIDIA Modal Store

Image Classification: VGG-16, ResNet50
Object Detection: DetectNet

DIGITS 6 Release Candidate available now on Docker Hub for testing and feedback
General availability in September

0 athelas

NVIDIA INCEPTION —
1,300 DEEP LEARNING STARTUPS

o\ digmien < focal

huew & 4 [Mashgin

Synetra ProductAl shoppr

[RBLUERIVER

drive.al marble®

CrowdAl

CUBICASA
HOVER
PRENAY

SMBRTVIDID ViBlozing  Garophiney  Kinstica

bonsal  Bsicorr  FLOYD  H00i  wskumind
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ESSENTIAL INSTRUMENT OF Al RESEARCH

960 Tensor TFLOPS | 8x Tesla V100 | NVLink Hybrid Cube
From 8 days on TITAN X to 8 hours

400 serversin a box
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PERSONAL DGX

DGX STACK

DEEP LEARNING FRAMEWORKS

c affe Ch.;:’:er EmK

F TensorFlow

.
theano ] twon
NVIDIADIGITS'

HAHAGEMENT
NVIDIA Cloud Management
Service

Fully integrated Analytics and Deep Learning platform

ACCILERATEDSOLUTIONS
BN ellof kinstica
et gl
NiBlazing ot G gruphisiry

DEEPLEARNING LIBRARIES
MNVIDIA cuDNN and NCCL

CONTAINERIZAYION TOOL
NVDocker

GPUBRIVER
NVIDIA GPU Compute
Driver Software

SYSTEM
GPU-Optimized
Linux Server 05

Instant productivity — plug-and-
play, supports every Al framework
and accelerated analytics
software applications

Performance optimized across
the entire stack

Always up-to-date via the cloud

Mixed framework environments
— baremetal and containerized

Direct access to NVIDIA experts
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: Help the world to solve the mo
usmgM and deep learning r

idevelopets, data scientists ang egc:?\ rs to get
startedin architecting, optimizing, ahd'déplo
tosolve real world problemsindiverse industries gl
such asautonomous vehicles, healthcare, & ics, media
& Enteftainmentlid,g2ne developmenti™
- (]

]

Applications of Deep Learning with Caffe, Theano and Torch Beginner Laffe, Theana, Torch . .
Image Classification with DIGITS Baginner Caffe . .
Object Detection with DIGITS Beginner Caffe . .
Neural Network Deployment with DIGITS and TensorRT Intermediate Caffe . .
Deep Learning Signal Processingwith NVIDIADIGITS Beginner Caffe . .
Fundamentals Linear Classification with Tenserflow Beginner TensorFlow . | .
Image Segmentation with TensorFlow Beginner Tensorflow . [ .
Deep Learming Workflows with TenserFlow, MXNetand NVIDIA-Docker Beginner TensorFlow . .
Image Classification with Caffe? Beginner Caffe? .
Image Classification with Micrasoft Cognitive Toolkit Beginner Cognitive Toolkit .
Introduction and Intsgration with Dﬁ\éWﬂf‘ASDﬂDl‘W& pxZ Eeginner Caffe .
Autonomous Vehicles -
From Trained Neural Network Model to Deployment for Inference Beginner Caffe .
Medical Image Segmentation with DIGITS Beginner Caffe . .
Medical Image Analysis with R and MxNet Intermediate MHHet . .
Ghalitiare \cnl;asgs%icizis;:caﬁmmm Tensorfow: Radiomics— 1p19g Chromasone Status Iits e JtrarEt 3 z
Meling?irm Series Data with Recurrent Neural Networks in Keras Intermediate Theana . .
Desp Learning for Genomics using DragohN with Keras and Theano Advanced Theana . .
Robotics Image Classification and Object Detection with NVIDIAJetson TXZ Beginner Caffe .
e T Deep Learning far Image and Video Captioning Intermediate TensorFlaw .
Photo Editing with Generative Adversanal Networks with Tensorflow and DIGITS Intermediate Caffe, TensorFlow .
Game Development Deep Reinforcement Learning Agentson Abari 2600 Games Beginner TensorFlow .
4 <7 mviia,
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